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Abstract—A large variety of applications rely on deep learning to process big data, learn sophisticated features, and perform

complicated tasks. Utilizing emerging non-volatile memory (NVM)’s unique characteristics, including the crossbar array structure and

gray-scale cell resistances, to perform neural network (NN) computation is a well-studied approach in accelerating deep learning

applications. Compared to other NVM technologies, STT-MRAM has its unique advantages in performing NN computation. However,

the state-of-the-art research have not utilized STT-MRAM for deep learning acceleration due to its device- and architecture-level

challenges. Consequently, this paper enables STT-MRAM, for the first time, as an effective and practical deep learning accelerator. In

particular, it proposes a full-stack framework iCELIA spanning multiple design levels, including device-level fabrication, circuit-level

enhancements, architecture-level synaptic weight quantization, and system-level accelerator design. The primary contributions of

iCELIA over our prior work CELIA include a new non-uniform weight quantization scheme and much enhanced accelerator system

design. The proposed framework significantly mitigates the model accuracy loss due to reduced data precision in a cohesive manner,

constructing a comprehensive STT-MRAM accelerator system for fast NN computation with high energy efficiency and low cost.

Index Terms—STT-MRAM, deep learning acceleration, processing-in-memory, device and architecture co-design

Ç

1 INTRODUCTION

DEEP learning has recently shown extensive usage in a
wide variety of applications, such as image/speech

recognition, self-driving cars, financial services, healthcare,
etc. For example, convolutional neural networks (CNNs)
have led to great successes in image classification, improv-
ing the top-5 accuracy of ImageNet [1] from 84.7 percent
in 2012 to 96.4 percent in 2015. The recent successes of
machine learning and deep learning are due to [2]: (1). the
explosive development of information available for model
training; (2). the fast increase of computing capacity; and
(3). the development of large, generic open source frame-
works. In particular, machine learning is becoming a major
driving force for high performance computing [3]. There-
fore, accelerating training and inference of deep learning
models has been a recent focus in designing various com-
puting systems ranging from embedded devices to data
center servers.

Deep learning applications are highly computation and
memory intensive, dynamically and frequently accessing

large amounts of data with low locality. As a result, the
main memory has become a fundamental bottleneck in
both performance and energy efficiency when running
these applications. Conventional DRAM-based main mem-
ory is facing critical challenges in both latency and scalabil-
ity. The DRAM latency has remained nearly unchanged in
recent generations [4], and it has been extremely difficult
to scale DRAM to have larger capacities [5]. Consequently,
emerging non-volatile memories (NVM), including phase-
changememory (PCM) [6], spin transfer torquemagnetoresis-
tive RAM (STT-MRAM) [7], and metal-oxide-based resistive
RAM (RRAM) [8], are being investigated as replacements
for DRAM. A wide variety of benefits can be obtained in
NVM-based main memories, including low idle power, no
data refreshes, non-destructive reads, nearly infinite data
retention time, etc. These advantages make NVM a tempting
solution to redesign the memory hierarchy in computer
systems.

In addition to data storage, NVMs have also been used to
perform neural network (NN) computation through their
crossbar array structure [9], [10], [11]. In such processing-
in-NVM NN accelerators, input data are represented using
wordline voltages, and synaptic weights are programmed
into cell conductance; the resulting bitline current gives the
NN calculation result. In these designs, however, data preci-
sion is reduced in synaptic weights since only a limited num-
ber of resistance states are available in a NVM cell to
represent the synaptic weight programmed in it. Similarly,
input data precision is also reduced in the digital-to-analog
conversion (DAC) from binaries to wordline voltages. As a
consequence, the inference accuracy of the deep learning
model is ultimately reduced.
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In this paper, we propose a comprehensive framework
named iCELIA, which is an improved version of our prior
work CELIA [12], to tackle the above model accuracy reduc-
tion problem. We highlight two key features of CELIA/iCE-
LIA. First, CELIA/iCELIA is the first STT-MRAM-based NN
accelerator. Existing NVM-based accelerators [9], [10], [11],
[13] are all based on RRAM (memristors). Using STT-
MRAM crossbar arrays as the accelerator achieves unique
benefits but also incurs new challenges (Section 3) that will
be addressed by iCELIA. Second, CELIA/iCELIA enables
a full-stack solution for deep learning acceleration across
multiple design levels. At the device level (Section 4), it fab-
ricates STT-MRAM devices to have multiple resistance
states in a cell; at the circuit level (Section 6), it connects two
STT-MRAM cells in parallel to create sufficient resistances
needed by the application; at the architecture level
(Section 5), it proposes two novel data quantization schemes
that can better utilize the enabled resistance states to repre-
sent the deep learning model; and at the system level
(Section 7), it showcases the detailed design of a deep learn-
ing accelerator with improved performance and energy effi-
ciency. The primary contributions of iCELIA over our prior
work CELIA include a new non-uniform weight quantiza-
tion scheme (Section 5.3 and Section 6) and much enhanced
accelerator system design (Section 7.2).

Consequently, our proposed full-stack framework signif-
icantly mitigates the model accuracy loss due to reduced
data precision in a cohesive manner, constructing a compre-
hensive STT-MRAM accelerator system for fast NN compu-
tation with high energy efficiency and low cost. iCELIA is
particularly useful for data center designs for machine
learning due to its processing-in-memory (PIM) characteris-
tics, which co-locate computation with memory storage to
enable large volumes of low cost, computation-storage
hybrid NVM devices.

The main contributions of this paper can be summa-
rized as:

� Creating multiple resistance states in a STT-MRAM cell.
Our device-level innovation relies on the strong
dependence of the STT-MRAM cell resistance on the
applied bias voltage. We carefully control the bias
voltage sweep and its cycling history. This generates
multiple intermediate resistance states in a STT-
MRAM cell, thus improving the data precision of the
synaptic weights stored in cells and ultimately
achieving higher application inference accuracy.

� Non-uniform quantization for synaptic weights. Moti-
vated by the observation that the most important
quantization points of synaptic weights are not uni-
formly distributed, we propose two non-uniform
quantization schemes to identify the most important
synaptic weight quantization points to the model
inference. Hence, the same limited number of resis-
tance states, when non-uniformly configured, can
better represent the application model and minimize
the inference accuracy loss due to reduced data pre-
cision of synaptic weights.

� Circuit-level enhancements for bridging the gap between
device and architecture innovations. Our proposed non-
uniformweight quantization schemes, althoughmuch

better representing deep learning applications than
existing schemes, still need more resistance states in a
STT-MRAM cell than that can be provided by the
device-level. In order to bridge the gap, we further
propose circuit-level enhancements to connect two
cells in parallel to represent a synaptic weight. As a
result, sufficient non-uniform resistance states can be
created to make the proposed device and architecture
solutions feasible.

� A system design for deep learning acceleration. We
finally propose a detailed accelerator system to pro-
cess CNNs in STT-MRAM in a pipelined manner.
The proposed system contains unique innovations,
including novel crossbar array allocation, energy
efficient digital-to-analog and analog-to-digital con-
versions (DAC/ADC), logic for various NN func-
tionality, etc., that greatly improve performance and
energy efficiency over the state-of-the-art.

2 BACKGROUND

2.1 Deep Learning Basics

Deep learning applications utilize big artificial neural net-
works to perform machine learning tasks. Typical examples
include deep neural networks (DNNs) and convolutional
neural networks. A DNN is a neural network with more
than three (typically 5 to over 1000) layers. A CNN is com-
posed of several layers of neurons connected in a specific
pattern and specialized for classifying images. As illustrated
in Fig. 1, a typical CNN model includes interleaved convo-
lutional (CONV) and pooling layers, followed by a number
of fully connected (FC) layers.

A CONV layer takes a number of input feature maps,
convolving with synaptic weight kernels (i.e., filters) to gen-
erate a number of output feature maps. As shown in the
figure, each pixel in an output feature map is the summa-
tion of dot-products between data windows from all input
feature maps and the same number of kernels. To calculate
the pixel at the same location in another output feature
map, a different set of synaptic weight kernels are used; to
calculate other pixels in the same output feature map, data
windows move around input feature maps with a certain
stride to provide data for the convolution. A non-linear acti-
vation function, e.g., ReLU or Sigmoid, is usually applied to
the convolution result. A pooling layer down-sizes the fea-
ture maps by shrinking a block of input pixels into a single
output pixel. For example, max pooling simply uses the

Fig. 1. An illustration of a typical CNN model.

YAN ET AL.: ICELIA: A FULL-STACK FRAMEWORK FOR STT-MRAM-BASED DEEP LEARNING ACCELERATION 409

Authorized licensed use limited to: University of Southern California. Downloaded on March 01,2020 at 19:23:29 UTC from IEEE Xplore.  Restrictions apply. 



pixel with the largest value to represent a block of input
pixels. As a result, after several interleaved CONV and
pooling layers, the number of feature maps gets larger but
their sizes are increasingly smaller. These feature maps are
finally flattened to form a feature vector (shown in the
figure), which is used as the input to a FC layer that per-
forms fully connected NN computation (i.e., multi-layer
perception) to generate an output feature vector. After a
few FC layers, the values in the final output feature vector
indicate the probabilities of different categories that the
input image belongs to. Since large amounts of synaptic
weights are used in large numbers of computations across
all the layers, CNNs are highly computation and memory
intensive [14].

2.2 Deep Learning Accelerators

The computations incurred in CNNs are mostly floating-
point number multiply-and-accumulates (MACs), due to
matrix/vector multiplications and additions. Accelerating
such NN computation in hardware, as shown in Fig. 2 (left),
can be performed via a co-processor such as GPUs [15],
FPGA devices [14], or ASIC devices. Custom ASIC devi-
ces [3], [16], [17], [18] have shown extensive usage in deep
learning acceleration due to their high energy efficiency and
low cost. Alternatively, recent studies [9], [10], [11], [13]
have utilized non-volatile memory to perform NN compu-
tation in a processing-in-memory manner. NVM-based
accelerators rely on NVM’s unique crossbar structure to
conduct matrix-vector multiplications. Fig. 2 (right) per-
forms a typical NN operation bj ¼

P2
i¼1 ai � wij, where j

ranges from 1 to 2. The input data ai is applied as analog
input voltages on the horizontal wordlines; the synaptic
weights wij are programmed into the NVM cell conductance
(i.e., 1 / cell resistance). The resulting current I flowing out
of the vertical bitline indicates the calculation result bj.

2.3 STT-MRAM Basics

STT-MRAM is an emerging and increasingly popular non-
volatile memory technology, and is being considered to
replace multiple levels of the memory hierarchy [7]. It
achieves a variety of benefits over DRAM, including low
idle power, non-volatility, non-destructive reads, better
scalability, etc. As depicted in Fig. 3, a STT-MRAM cell con-
tains one access transistor and one magnetic tunnel junction
(MTJ). As opposed to DRAM using electrical charge in
capacitors, STT-MRAM relies on the MTJ resistance to store
data. Within the MTJ, two ferromagnetic layers are sepa-
rated by an oxide barrier layer; the magnetization direction
is fixed in one of the ferromagnetic layers (“Fixed Layer”),

but can be altered in the other layer (“Free Layer”). Hence,
the magnetization directions of the two ferromagnetic layers
can be anti-parallel or parallel, representing the logical “1”
(with the high resistance state or HRS) and the logical “0”
(with the low resistance state or LRS), respectively.
The resistances of the two cell states are denoted as RAP

and RP , respectively, and the ON/OFF resistance ratio of
STT-MRAM is defined as RAP=RP .

3 MOTIVATION AND OVERVIEW

3.1 Benefits of Using STT-MRAM for NN
Computation

Compared to other NVM technologies, STT-MRAM has its
unique advantageswhen being used for deep learning accelera-
tion. First, STT-MRAM has orders of magnitude longer cell
lifetime than PCM and RRAM. PCM employs a destructive
write mechanism that limits its endurance to less than 1012

cycles [19]; cutting-edge RRAM cells also demonstrate endur-
ance of at most 1012 cycles [20]. In contrast, bit flipping in a
STT-MRAMcell is done in a non-destructiveway, resulting in
programming endurance of 1015 cycles [21]. This highly cycla-
ble feature of STT-MRAMcan enable continuous cell reconfig-
uration to process and learn new features for deep learning.

Second, STT-MRAM has great potential to induce complex
and tunable resistance dynamics through the mechanism of
spin transfer torque [22]. Similar to PCM and RRAM, STT-
MRAM can emulate synapses using intermediate resistance
states of theMTJ. Additionally, theMTJ resistance can oscillate
and spike, exhibiting complex dynamics to implement other
important biological functions such as nanoscale neurons. In
contrast, this is not readily possible in otherNVM technologies
where additional passive circuit elements such as capacitors or
inductors are necessary to oscillate the resistance.

Furthermore, STT-MRAM is compatible with CMOS [23],
and is now in a close-to-market position towards its com-
mercialization. For example, high-density (256 MB) STT-
MRAM storage has recently been demonstrated by Ever-
spin [24]. The enhanced maturity of STT-MRAM will enable
more practical experiments for neuromorphic computing.

3.2 Challenges

Despite the various benefits, STT-MRAM has been little
exploited for accelerating deep learning. Instead, the state-
of-the-art NVM accelerators have largely focused on using
RRAM [9], [10], [11], [13]. This is primarily due to the

Fig. 2. The co-processor approach (left) versus the processing-in-NVM
approach (right) in accelerating NN computation.

Fig. 3. A STT-MRAM cell.
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challenges in maintaining NN model accuracy across the
device and architecture levels. As illustrated in Section 2.2,
NVM-based NN computation requires programming syn-
aptic weights into NVM cell conductance (resistance). Since
a NVM cell only has a limited number of resistance states,
the synaptic weight that it represents has largely reduced data
precision, which in turn lowers the NN model accuracy. This
situation is exacerbated in STT-MRAM because of its
device-level characteristics.

At the device level, STT-MRAM encounters a significant
challenge that prevents it from being practically used for NN
computation. The ON/OFF resistance ratio, defined as
RAP=RP , is extremely low in STT-MRAM.Compared to a typi-
cal ON/OFF ratio of 102 to 104 in RRAMand PCM, the highest
ON/OFF ratio ever reported for STT-MRAM was just about
7 [25]. This significantly limits the possible resistance range of
intermediate resistance states in a cell. Our device-level inno-
vation (Section 4) will address this issue by creating multiple
reliable resistance states in a STT-MRAMcell.

The second challenge is generic for all NVM types, and is
related to how the limited cell resistance states are used to
represent the original NN model. Due to the improved
energy efficiency and reduced area in designing hardware,
the fixed-point number representation [26] is typically used
to represent real numbers in NN accelerators. Fig. 4 gives
an example of such fixed-point numbers with 8-bit preci-
sion. The bit width (bw) comprises all the bits in the repre-
sentation, within which the leftmost bit is the sign bit, and
the bits before/after the radix point represent the integer
and fractional parts, respectively. Fixed-point numbers fol-
low the two’s complement representation, in which case a
positive number (with the sign bit being 0) can be calculated
as: n ¼ Pbw�2

i¼0 bi � 2i � 2�fl. Note that, by changing the
position of the radix point, the fractional length (fl) can be
negative, within [0, bw� 1], or even larger than bw� 1.
Larger values of bw and fl enable higher data precision.

When a 32-bit synaptic weight is programmed into the
conductance of a NVM cell, its bit width is effectively
reduced from 32 to a small number. This is equivalent to
mapping the original weight value to one of the 2bw quanti-
zation points within the range of [�2bw�1�fl, 2bw�1�fl]. This
data quantization process can be visualized in Fig. 5, where
g(x) is the synaptic weight distribution of some NN model.
For example, if bw ¼ 3 and fl ¼ 2, eight quantization points
are uniformly distributed within ½�1; 1�, and are used to
represent 3-bit synaptic weights stored in NVM cells. Exist-
ing NN accelerators [3], [9], [14], [16] leverage such uniform
quantization to represent synaptic weights. However, we
observe that the uniform quantization points used by the
fixed-point number representation are not equally important.
Consequently, our architecture-level innovation (Section 5)
will propose two non-uniform data quantization schemes

that assign more quantization points to the weight ranges
that are more important to the model inference, thus better
characterizing the original NN model and minimizing the
model accuracy loss due to the reduced bit width.

3.3 Overview of this Work

Our proposed framework iCELIA builds upon our prior
work CELIA [12], tackling the above challenges across mul-
tiple design levels and enabling a full-stack solution for
STT-MRAM-based deep learning acceleration for the first
time. Section 4 conducts device-level experiments that dem-
onstrate multiple (4, at this point) resistance states in a hard-
ware STT-MRAM cell. By connecting two STT-MRAM cells
in parallel to store a synaptic weight (Section 6), iCELIA
obtains sufficient resistance states for the two proposed
architecture-level weight quantization schemes (Section 5)
to achieve negligible model accuracy loss. Finally, iCELIA
provides a detailed system-level design (Section 7) showing
significantly improved performance and energy efficiency
over a state-of-the-art RRAM accelerator [11].

4 CREATING MULTIPLE RESISTANCE STATES IN A

STT-MRAM CELL

4.1 Device-Level Solution

Our device-level work aims at creating multiple resistance
states in a STT-MRAM cell. As mentioned in Section 3, this
is particularly challenging in STT-MRAM due to its low
ON/OFF resistance ratio. Our proposed solution is inspired
by two observations: (1). the STT-MRAM cell’s anti-parallel
(AP) state resistance is strongly dependent on the applied
bias voltage; and (2). the AP state resistance also shows
dependence on the voltage sweeping history. These two
observations are demonstrated in Fig. 6, which shows the

Fig. 4. A fixed-point number with 8-bit precision.

Fig. 5. An illustration of uniform data quantization.

Fig. 6. The STT-MRAM cell resistance-voltage (R-V) characteristics
obtained with three bias voltage sweeps.
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STT-MRAM cell’s resistance-voltage (R-V) switching char-
acteristics obtained from our device-level experiments.

We first conducted a bias voltage sweep from �1V to 1V
then back to �1V , generating a typical hysteretic R-V charac-
teristic shown as the purple trend in the figure. As can be seen,
RAP reaches itsmaximumvalue at the zero bias, and decreases
as the bias voltage increases in either positive or negative
polarity direction. Conventionally, this strong dependence on
the bias voltage has long been considered as a challenge in
retrieving the stored data, since only a low voltage near zero
can be applied in order tomaximize the read-out signal. In this
work, however, we take advantage of this unique behavior to
utilize the bias dependence to create enough room for interme-
diate resistance states. In contrast, the parallel (P) state resis-
tance barely changes during the voltage sweep. The SET
switching (AP-to-P state transition) occurs at around 0:5V ,
whereas the RESET switching (P-to-AP state transition) occurs
at around�0:6V . These state transition regions are too abrupt
to create reliable intermediate resistance states. One prior
study [27] created multiple resistance levels in the AP-to-P
state transition region by controlling the domain-wall motion
in the magnetic free layer; however, due to the stochastic
nature of the domain wall pinning, the fabricated magnetic
memristor synapse exhibited large cycle-to-cycle and device-
to-device variations that may impede its practical usage in
neuromorphic computing. Hence, our solution will target the
AP state region in the R-V characteristic.

The second observation suggests that it is possible to obtain
different resistance values at the AP state by controlling the
voltage sweep and its cycling history. We have conducted
another two voltage sweeps that generate the black trend (for
Sweep #2) and the blue trend (for Sweep #3) in Fig. 6. The sec-
ond sweep changes the voltage from 0:4V to�0:2V , resulting
in a resistance value that is lower than that in the initial full
sweep. On the contrary, the third sweep varies the voltage
from �0:2V to 0:4V , and yields another resistance value
higher than that in the first sweep. Therefore, by carefully con-
trolling the bias voltage sweeping history (including the start-
ing voltage and the sweeping direction), creating new
resistance states in a STT-MRAM cell is possible. These new
resistance states may be attributed to the increase or decrease
in the number of spin-polarized electrons in the free layer,
depending on the direction of the current flow.

4.2 Device-Level Experiments

Our device-level experiments were conducted on fully func-
tional, nanoscale STT-MRAM devices fabricated through
our industry collaborator. These STT-MRAM samples fea-
ture the cutting-edge perpendicular MTJ (p-MTJ) technol-
ogy with a TMR ratio (i.e., ðRAP �RP Þ=RP ) of greater than
100 percent and a very low resistance-area (RA) product of
about 10Vmm2. The p-MTJ stack was deposited on 300mm
wafers by an Applied Materials’ Endura sputtering system.

Fig. 7 demonstrates four distinct resistance states obtained
in our experiment with a STT-MRAM cell. They all belong to
the AP state of the cell, and are each configured with a differ-
ent bias voltage sweep. More importantly, these new states
show non-uniform resistance values with, for instance, the
“01” state being closer to the “00” state than the “10” state.
These non-uniform intermediate resistance states, which are
configured by controlling the voltage sweeping direction and

the time delay between adjacent sweep operations, will pro-
vide natural support to enable the non-uniform weight quan-
tization schemes proposed in Section 5.

We are actively working on getting even more resistance
states and investigating the precise physical mechanism of
our device-level solution. It is important to note that the
purpose of our device work is not directly comparing the
number of resistances in STT-MRAM with other NVMs, but
an important proof-of-concept for feasible STT-MRAM-
based deep learning acceleration. The showcased multiple
resistance states, along with the circuit-level enhancement
of combining two STT-MRAM cells (Section 6), can already
provide sufficient resistance states to the architecture-level
weight quantization to achieve near-zero model accuracy
loss. It is also important to note that, although the newly cre-
ated resistances gather at the AP state, they can be easily
scaled by a constant scaling factor at a higher design level to
fulfill the design needs of the whole system.

5 NON-UNIFORM WEIGHT QUANTIZATION

With the intermediate resistance states provided by the
device level (Section 4), this section seeks to better utilize
them to represent the original NN model, so that the accu-
racy loss of the model inference can be minimized. Different
than a lot of prior works using uniform quantization, we
propose identifying the most important quantization points
learned from training data in non-uniform manners.

5.1 Ineffectiveness of Existing Works

Uniform quantization schemes, including the static and
dynamic approaches, have been used in state-of-the-art NN
accelerator designs. The static uniform quantization [3], [16]
directly relies on the fixed-point number representation
(Section 3), using fixed integer and fractional lengths for the
whole model; therefore, all synaptic weights in the NN
model have the same data precision. The dynamic uniform
quantization [9], [14] allows tuning the fractional length (fl)
across different CNN layers to minimize the difference
between the original and quantized weight values. Regard-
less, these two approaches both use uniform quantization
points that cannot capture the highly complex nature of
modern CNNmodels.

A few existing works also used non-uniform quantiza-
tion. LogNet [28] assigns quantization points based on a
logarithmic distribution: the first point is at 1=2 of the maxi-
mum weight value, and each addition point is at the mid-

Fig. 7. The four resistance states obtained at the AP state using different
voltage sweeps.

412 IEEE TRANSACTIONS ON PARALLEL AND DISTRIBUTED SYSTEMS, VOL. 31, NO. 2, FEBRUARY 2020

Authorized licensed use limited to: University of Southern California. Downloaded on March 01,2020 at 19:23:29 UTC from IEEE Xplore.  Restrictions apply. 



point between zero and the previous point. SPINDLE [13]
uses a very similar quantization function tanh() that also
assigns more points towards zero. Although being non-uni-
form, the log and other similar quantization schemes still
suffer from low accuracy in quantizing CNNs due to several
reasons. First, they rely on a fixed quantization function,
such as log() or tanh(), thus being unaware of the varying
weight distribution of different CNN models. In other
words, the same set of quantization points are used inde-
pendently of the application. Second, even with increased
data precision, they simply assign additional quantization
points towards zero. However, as we will illustrate in
Section 5.2, a quantization point that is close to zero has lim-
ited impact on the model accuracy. This actually motivates
our first proposed solution: the importance function-based
non-uniform quantization scheme. More quantitative com-
parisons among these existing uniform/non-uniform quan-
tization schemes and our proposed solutions will be shown
in Section 5.4.

5.2 Proposed Solution 1: Importance Functions

Our first proposed solution is motivated by the observation
that the uniform quantization points used by the fixed-point
number representation are not equally important. Intui-
tively, a quantization point that is close to zero has little
impact on the model accuracy because of its small value; a
quantization point that is far from zero also shows limited
impact since only a very small amount of weights are quan-
tized to it. In other words, the most important quantization
points are not uniformly distributed.

To characterize the importance of quantization values, we
construct an importance function gðxÞ � jxj, where gðxÞ is the
weight distribution of the NN model (as exemplified in
Fig. 5), to approximate the importance of different quantiza-
tion values to the model accuracy. This is shown as the blue
solid curve in Fig. 8. This bimodal function curve is in accor-
dancewith our previous intuition that the quantization points
that are too close to or too far from zero are less important.
The proposed importance function takes into account both
theweight value and theweight amount of themodel, indicat-
ing that the most important quantization points are around
the peaks of the importance function curve.

To identify the most important quantization points, we
evenly partition the area between the function curve and
the x-axis into 2bw þ 1 regions. As exemplified in Fig. 8, for a
bit width of 3, the entire area is partitioned into 9 regions.
For the central region, its quantization point is forced to be
zero; for each of the other regions, the quantization point is
the x-axis value that divides the region into halves

(analogous to the center of mass for this region). We set a
quantization point at zero because: (1). a great amount of
weights are close to zero, and quantizing them to other
points will result in too high residuals; (2). quantizing at
zero can enable future optimizations that make use of the
model sparsity; and (3). extreme quantization such as ter-
nary networks [29], also keeps zero as a critical point.

Furthermore, we generalize the importance function to
gðxÞ � jxjk, so that the weight value can be prioritized differ-
ently by adjusting k. Fig. 9 illustrates the function curves for
the cases of k ¼ 1, k < 1, and k > 1. In our model, we test
different values of k in the range of [0, 2] with a stride of 0.1,
and pick the one that gives the highest model accuracy.

5.3 Proposed Solution 2: K-Mean Clustering

Essentially, the quantization process is one dimensional
(1D) clustering of synaptic weights. There exist many algo-
rithms that can perform clustering, such as: k-mean [30],
Jenks Natural Breaks optimization [31], kernel density esti-
mation [32], and the Expectation-Maximization (EM) algo-
rithm [33]. Among them, k-mean is very commonly used.
The d-dimensional k-mean clustering of n points is NP-
hard for d >¼ 2; however, for the 1D case there exists a
polynomial time algorithm [34] that relies on dynamic pro-
gramming to obtain optimal k-mean clustering in one
dimension. In this subsection, we propose a k-mean-based
1D clustering scheme that is similar to the optimal algo-
rithm but easier to implement.

As demonstrated in Fig. 10, our proposed 1D k-mean
clustering scheme is an iterative process with the following
steps:

� Step 1: initially, a number of quantization points
(green triangles) are initialized to be uniformly

Fig. 8. An illustration of non-uniform quantization.

Fig. 9. Varying the importance function by adjusting k.

Fig. 10. The process of 1D k-mean clustering.
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distributed between the minimum and maximum of
all synaptic weights (blue circles). This uniform
linear initialization has been shown to be better than
random and density-based initializations [35].

� Step 2: all synaptic weights are clustered (quantized)
to their closest quantization points; as a result, clus-
tering of synaptic weights is established (boundaries
shown as red bars).

� Step 3: in each cluster, the centroid is calculated as
the average of all the synaptic weights in this cluster;
these centroids (white triangles) are then made as
the new quantization points (green triangles).

� Step 4: continuously repeat Step 2 and Step 3 to
recluster synaptic weights and recalculate quantiza-
tion points.

The above optimization process iteratively minimizes the
accumulated distances (i.e., the mean squared errors or dis-
tortion) between the original and quantized synaptic
weights, and will continue until the distortion is below a
threshold or the relative change in the distortion between
two iterations is below a threshold. Since the distortion
keeps decreasing across iterations, the whole k-mean pro-
cess will converge at the end with increasingly slighter
changes in the quantization points. After the algorithm ter-
minates, the finally determined quantization points, which
are non-uniform, are used to quantize the original synaptic
weights of the model.

Our k-mean-based clustering scheme is similar to the
quantization stage in Deep Compression [35]. However,
Deep Compression requires additional, expensive model
retraining after k-mean quantization to maintain model
accuracy, whereas our scheme can achieve acceptable
accuracy loss after quantization without the need of
retraining the model, thus saving a lot of time and costs.
Additionally, Deep Compression relies on a lookup table
(i.e., the codebook) to enable quantization via storing the
indices rather than the quantized weight values in the
memory; in contrast, the PIM nature of our framework
avoids using such a structure since the non-uniformly
quantized weight values are programmed in NVM devi-
ces directly (Section 4).

5.4 Accuracy Experiments

We have implemented the proposed non-uniform quanti-
zation schemes, and compared them against a number of
existing schemes using six large CNN models from
Caffe [36]. Detailed experimental setup and benchmark
descriptions can be found in Section 7.5. Fig. 11 shows
how the model inference accuracy varies with the
reduced bit width of synaptic weights in various quanti-
zation schemes: “static” and “dynamic” are the static [3],
[16] and dynamic [9], [14] approaches using uniform
quantization; “log” is the log quantization scheme [28];
“k ¼ 1” and “optimal k” are our proposed importance
function-based non-uniform quantization (Section 5.2);
and “k-mean” is our proposed k-mean-based clustering
scheme (Section 5.3). The sign bit is excluded from the
bit width shown on the x-axis, because separate crossbar
arrays will be used for storing positive and negative
weights in our design (see Section 7.4); in other words,

the amount of crossbar arrays used for NN computation is
doubled so that the sign bit can be saved in the weight repre-
sentation. In all these results, the input data is uniformly
quantized to 5 bits, because: (1). our digital-to-analog con-
verter specified in Section 7.3 requires uniformly quantizing
the input neurons; and (2). reducing the bit width of input
data to fewer than 5 bits results in unacceptable accuracy
loss.

As can be seen, the static and dynamic uniform quanti-
zation schemes demonstrate significant accuracy loss start-
ing from 7 bits. The log quantization shows little accuracy
variation from 7 bits to 3 bits. This is expected since when
more quantization points are available it simply assigns
them towards zero, which does not really improve model
accuracy. Nevertheless, the log quantization still shows sig-
nificant accuracy loss in several workloads including
CIFAR10, AlexNet, and CaffeNet. LeNet is a relatively
small network where all evaluated schemes perform well.
Finally, our proposed importance function-based scheme
with the optimal k demonstrates negligible accuracy loss
for a bit width of as low as 4 bits, consistently in all the
evaluated workloads; the proposed k-mean clustering
scheme performs even better, achieving negligible accuracy
loss with a bit width of only 3 bits. Different from other
prior schemes, both of our proposed schemes learn from
data to generate non-uniform quantization points, thus bet-
ter representing the original model. The k-mean clustering
scheme iteratively fine tunes the quantization points based
on data, so it needs only a half number of quantization
points (8 versus 16) as the importance function-based
scheme to achieve the same (or better) model accuracy;
however, the iterative nature of it also requires a much
longer running time (more iterations) to converge.

Fig. 11. The CNN model accuracy varies with the bit width of synaptic
weights.
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6 CIRCUIT-LEVEL ENHANCEMENTS

Our accuracy experiments in Section 5.4 reveal that the
proposed non-uniform quantization schemes can achieve
near-zero accuracy loss in state-of-the-art CNN models
as long as the bit width of synaptic weights is at least 4
or 3 bits when using the importance function-based
quantization or the k-mean clustering, respectively. This
indicates the need of 16 or 8 resistance states in a single
cell for these two schemes, respectively. However, the
device-level work (Section 4) can only provide four resis-
tance states in a STT-MRAM cell at this point. In order
to bridge the gap between the device and architecture
designs, we further propose circuit-level enhancements
that connect two STT-MRAM cells in parallel to store a
synaptic weight.

To generate 16 resistance states for the importance func-
tion-based quantization, our original design in CELIA [12]
connects two STT-MRAM cells in parallel, as depicted in
Fig. 12 where the two STT-MRAM cells in connection have
resistances of R1 and R2, respectively. Therefore, the overall
resistance (when the switch is closed) is ðR1 �R2Þ=
ðR1 þR2Þ. If R1 is configured to have four non-uniform
resistance states and R2 is configured to have a different set
of four non-uniform resistance states, the overall resistance
will have 16 values that are non-uniform as well and can
represent the needed 16 quantization points.

With this design, however, finding the four values of
each of R1 and R2 is difficult (if not impossible). This is
because only the overall resistance values are known (deter-
mined by the quantization points), and configuring R1 and
R2 (each with four resistance states) is equivalent to solving
8 variables from 16 equations with the same form as above.
To our knowledge, this set of equations may not be mathe-
matically solvable.

In contrast, the k-mean clustering scheme only needs 8
quantization points, which can enable more practical
designs for representing synaptic weights. Hence, we pro-
pose a new way of connecting two STT-MRAM cells to
represent a synaptic weight, as demonstrated in Fig. 13. In
this figure, only one of the two switches will be closed at
any point of time. As a result, the overall resistance will be
just R1 or R2, and the 8 quantization points can be pro-
grammed directly to the four resistances of each of the two
cells. Consequently, the k-mean clustering quantization
enables a more feasible design with two STT-MRAM cells
representing a synaptic weight, as it avoids the complex

mathematical process of calculating the resistances of the
two cells needed by the importance-based quantization.

Both designs require two types of STT-MRAM cells with
two different sets of four non-uniform resistance states. Fig. 7
in Section 4.2 has already showcased one such example.
Obtaining another cell type with four different resistances is
feasible using our device-level solution that adjusts the sweep
bias voltage. The challenge however resided in adding more
resistance states in a single cell. Our proposed designs also
enable easy reconfiguration of synaptic weights. To configure
R1 andR2 in Fig. 12, the switch is closed first andR1 is config-
ured in both cells; after that, the switch is open and R2 is con-
figured in the cell on the right. In Fig. 13, either S1 or S2 is
closed to configureR1 orR2, respectively. Configuring a resis-
tance state in a STT-MRAM cell can be done via performing
a voltage sweep with certain conditions, as described in
Section 4.

Prior studies also composed multiple NVM cells to repre-
sent a synaptic weight. For example, PRIME [9] used two 4-bit
RRAM cells to represent one 8-bit synaptic weight. However,
PRIME’s composing scheme is in the digital domain, requir-
ing costly digital circuits; in contrast, our two-cell design relies
on analog currents being composed for computation, and
therefore only needs one half of analog-to-digital converters
(ADCs) and much simplified inter-cell circuits compared
to PRIME. Besides, PRIME’s composing scheme only works
for uniform quantization, whereas our design enables non-
uniform quantization by configuring non-uniform resistance
states directly inNVMcells.

7 A DEEP LEARNING ACCELERATOR SYSTEM

In addition to the device/architecture/circuit innovations,
we also include a detailed accelerator system design in iCE-
LIA to achieve a full-stack framework for STT-MRAM-
based deep learning acceleration. As shown in Fig. 14a, the
accelerator system is composed of a number of compute
units that are interconnected. A compute unit (CU) has a
pipelined architecture given in Fig. 14b. For comparison
purposes, we configure our system architecture similar to
recent RRAM accelerators PRIME [9] and PipeLayer [11],
which organize computational crossbar arrays in a hierar-
chy of banks/chips/ranks similar to DRAM. This section
will use PipeLayer as the baseline, and introduce several
enhancements.

In the proposed system, original input images are first
fetched from off-chip memory, quantized uniformly to a bit

Fig. 12. Storing a synaptic weight for importance function-based
quantization.

Fig. 13. Storing a synaptic weight for k-mean clustering quantization.
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width of 5 bits (see Section 5.4), and stored in on-chip buffers
for future reuse of intermediate results. Before input data
enter the CU pipeline, synaptic weights have already been
programmed into crossbar arrays using our proposed non-
uniform quantization with a largely reduced bit width
(Sections 5). The entire CU pipeline is in the analog domain
with digital-to-analog converters and analog-to-digital con-
verters as the entry and exit points, respectively. The detailed
designs of different pipeline stages will be described in the
following subsections. The buffers are logically shared across
CUs, but can be physically distributed to each CU in a real
system. The CUs are allocated to different layers in a CNN
model based on the computation need of each layer and the
total available CUs in the system.

7.1 Crossbar Array Allocation with Partial Input
Reuse

We first illustrate how a convolution operation is performed
in a crossbar array, and define the concept of weight matrix.
Background on convolution can be referred to in Section
2.1. Fig. 15 (a) illustrates such a convolution operation: win-
dows of data, each being from an input feature map, are
flattened and concatenated to form an input vector; the
same number of convolution kernels, as colored in Fig. 15a,
are also flattened and concatenated to form a weight vector;
calculating the dot-product of these two vectors gives one
pixel value in an output feature map. In a crossbar array, as
shown in Fig. 15b, the input vector is applied horizontally
as wordline voltages; the weight vector is programmed to
one vertical bitline of cells (colored as well to match the cor-
responding kernels in (a)); and the resulting current flowing

down the bitline gives the output pixel value. To calculate
the pixels at the same location of the other output feature
maps, the same input vector is convolved with other weight
vectors formed by different sets of kernels. All such weight
vectors, each of which still occupies a vertical bitline, form a
weight matrix (WM) in the crossbar array (Fig. 15b).

The weight matrix of a layer contains all the synaptic
weights of the layer. As shown in Fig. 15b, it has a size of
nin � k� k� nout, where nin and nout are the numbers of
input/output feature maps of the current layer, and k� k is
the kernel size. Therefore, a layer closer to the output of the
CNN model typically has a larger weight matrix. When the
input data windows slide to the next location, a new input
vector is formed and applied to the weight matrix to calcu-
late the next set of output pixels. Consequently, a NVM
accelerator can choose to apply input vectors sequentially to
the same weight matrix, or replicate multiple copies of the
weight matrix to improve data processing parallelism [11].
On the other hand, to accommodate a large weight matrix,
we simply need to compose multiple crossbar arrays in the
2D space. In particular, peripheral circuits need to be added
to merge the analog current from one crossbar array with the
one from another. This effectively extends the dot-product
operation beyond the crossbar array boundary.

A naive crossbar array allocation scheme, as shown in
Fig. 16b, simply replicates weight matrices without any
overlaps in either of the horizontal and vertical directions.
This non-overlapping is to avoid interference in both inputs
and outputs of the crossbar array. In Fig. 16, we assume
nin ¼ 1, nout ¼ 5, and k ¼ 3, and the resulting weight matrix
is 9� 5. As shown in Fig. 16b, a 30� 30 crossbar array can
only accommodate three such weight matrices, which result

Fig. 14. (a): A logical overview of the proposed accelerator system. (b):
The design of a compute unit (CU).

Fig. 15. (a): A convolution example. (b): The corresponding weight matrix.

Fig. 16. (a): Sliding windows of input data used in convolution. (b): Naive crossbar array allocation. (c): Crossbar array allocation with partial input
reuse.
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in only half of the wordlines generating effective outputs.
Fig. 16a shows the corresponding sliding windows of input
data (with pixels numbered from 1 to 15) for the three
weight matrices. Since a convolution operation usually
slides input windows with a stride of 1, we can observe sig-
nificant overlapped pixels in nearby input windows.

Consequently, we propose a new crossbar array alloca-
tion scheme that takes into account partial input reuse. As
illustrated in Fig. 16c, the three replicated weight matrices
reuse the input data that they share (with input pixel num-
bers shown). As a result, another three weight matrices can
be accommodated in the crossbar array, and all the word-
lines now have effective outputs. The proposed allocation
scheme effectively doubles the data processing parallelism
in this example.

7.2 Crossbar Array Allocation with Optimal Input
Reuse

The crossbar array allocation scheme proposed in Section
7.1 reuses the shared input pixels between adjacent sliding
data windows. However, it suffers from two issues. First,
only a portion of the input pixels can be reused, and the
effectiveness of the scheme depends on the stride of the slid-
ing input window. If the stride is larger than 1, the scheme
will be less effective. Second, when the input window
reaches the end of one row and slides to the next row, no
pixels can be reused (e.g., WM3 and WM4 in Fig. 16c). In
this subsection, we further propose a crossbar array alloca-
tion scheme that reuses input pixels in an optimalway.

In Fig. 17, we illustrate the optimal input reuse scheme
using an example with 3� 3 input feature map (Pixel 1 to 9)
and 2� 2 sliding window. Fig. 17b shows the allocation
scheme with partial input reuse, where no input pixels can
be reused when the window slides to a different row (i.e.,
between the green and blue input vectors). In contrast, our
proposed optimal input reuse scheme (Fig. 17c) lists all
input pixels in a single global order, e.g., Pixel 1 to 9. For a
particular weight matrix, it will only enable the rows corre-
sponding to its input pixels. As a consequence, input pixels
are better reused across not just adjacent but also all data
windows. For the example in Fig. 17, allocation with opti-
mal input reuse reduces the needed number of crossbar
array rows from 12 (for partial input reuse) to 9, resulting in

a 25 percent improvement. It is important to note that the
proposed scheme is optimal, because every input pixel occu-
pies one (and only one) row in the crossbar array.

7.3 An Energy Efficient DAC Design

Digital-to-analog converters are responsible for transform-
ing the digital data fetched from buffers into analog input
voltages to the crossbar array. Similar to ISAAC [10], we
propose a DAC design taking one bit of information at a
time. This is illustrated in Fig. 18, where inputs are repre-
sented as 5-bit binaries. In each cycle, only one bit column
(with each bit from one input) is converted by the DAC to
analog voltages. A shift-and-add logic (described in Section
7.4) will aggregate multiple bit columns in the analog
domain. This binary streaming approach only needs a sim-
ple inverter to generate high and low voltages (representing
the “1” and the “0”), thus largely reducing design complex-
ity and energy consumption of the DAC.

In addition, we incorporate a bit flipping scheme in the
DAC: in a column of input bits, the DAC flips all the bits if
there are more 1s than 0s (assuming that the high voltage is
used to represent “1”). This scheme further reduces the
energy consumption of the DAC at the expense of one extra
bit per input bit column to indicate flipping.

7.4 Other Components

[Accumulation Logic]. The accumulation logic is responsible
for the following tasks. First, it uses an amplifier to imple-
ment an I-to-V logic to generate the result voltage based on
the result current. In this process, it checks whether the
input bits have been flipped in the DAC, and outputs the
correct result voltages accordingly. Second, it accumulates
the result voltages from multiple input bit columns, and
outputs the results for the complete inputs. An circuit
implementation of these two tasks is given in Fig. 19. The
shift-and-add logic is needed to assemble the outputs due
to the DAC design (Fig. 18) taking each input bit column
separately. Third, the accumulation logic handles the signed
arithmetic, by using separate crossbar arrays for positive
and negative synaptic weights [9]. As shown in Fig. 20, it
relies on a subtraction circuit to calculate the difference
between the result voltages from the two crossbar arrays.
Finally, it performs ReLU activation (y ¼ maxð0; xÞ), by out-
putting a zero voltage for a negative result and keeping the
original value for a positive result.

[Pooling]. To perform max pooling, we follow the same
design proposed in PRIME [9]. As shown in Fig. 21, to select

Fig. 17. (a): Sliding windows of input data used in convolution. (b): Allo-
cation with partial input reuse. (c): Allocation with optimal input reuse.

Fig. 18. The proposed DAC design.
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the maximum among A, B, C, and D, the proposed logic cal-
culates the difference between each pair of inputs and uses
the results (either positive or negative for each difference)
as the selector signals to the multiplexor to select the maxi-
mum. Similar to the accumulation logic handling signed
arithmetic, separate crossbar arrays are used to store the
positive and negative inputs in calculating the difference
between a pair of inputs.

[ADC]. Similar to PipeLayer [11], we propose an inte-
grate-and-fire circuit as our analog-to-digital converter. As
depicted in Fig. 22, the input current to be measured first
enters a capacitor whose voltage will therefore increase.
When the voltage of the capacitor reaches a threshold, a
pulse will be generated to close the switch, in which case
the capacitor will release all its charge. After that, the switch
will be opened again, and the capacitor will continue to
integrate voltage from the input current. Based on the gen-
erated pulse frequency, the digital value of the input current
can be calculated. It is important to note that the ADC in our
accelerator system is the exit point of the compute unit pipe-
line (Fig. 14b). Hence, all the operations occurring in the
crossbar array, accumulation logic, and pooling logic are in
the analog domain. This reduces the amount and complex-
ity of the ADCs needed in the system.

[Buffers]. To have only one type of NVM in the system,
the on-chip buffers are also implemented with STT-MRAM.
STT-MRAM has long been used in implementing low-level
caches [37] and main memory [38], [39]. In particular, a
recent study [40] specifically utilizes STT-MRAM as a suit-
able storage device for energy-efficient neural network
accelerators. Furthermore, we observe that the data usage in
these buffers exhibits low locality with short data reuse

duration (i.e., new data written to the buffer will be read
only once). This is due to the fact that the outputs generated
by one layer in a CNNmodel will only be used as the inputs
to the next layer. Therefore, we can reduce the data reten-
tion time of the STT-MRAM buffer in exchange of improved
energy efficiency [39], [41], [42], [43]. We will leave this
enhancement as our future work.

7.5 System-Level Experiments

[Experimental Setup]. In our system-level experiments, we
evaluate the performance and energy consumption of iCE-
LIA, and compare it against PipeLayer [11], a recent RRAM-
based deep learning accelerator. Six workloads from
Caffe [36] are used in our experiments: LeNet, CIFAR-10,
AlexNet, CaffeNet, VGG16, and VGG19. The first two were
trained in-house, while the rest were pre-trained models
downloaded from Caffe Model Zoo [44]. Table 1 lists the
numbers of layers in each workload (note that VGG16 and
VGG19 only count CONV and FC layers in their names).

To evaluate performance, we develop an in-house simu-
lator based upon DRAMSim2 [45] and NVSim [46]. On top
of the state-of-the-art baseline, our performance simulator
particularly simulates the improved parallelism due to the
proposed crossbar array allocations with partial/optimal
input reuse and other benefits due to various enhance-
ments, such as more advanced quantization reducing NVM
cells to represent a synaptic weight. For a fair comparison
with PipeLayer, we assume that both systems have the
same amount of NVM cells. To evaluate energy consump-
tion, we also develop our own energy model utilizing unit
energy data from ISAAC [10], PipeLayer [11], and NVSim.
We will report the energy consumption of various compo-
nents in iCELIA, including crossbar arrays, DACs, ADCs,
buffers,etc.

[Performance]. Fig 23 shows the performance comparison
between PipeLayer and iCELIA (using crossbar array
allocation with optimal input reuse). Speedups over Pipe-
Layer (higher is better) are shown. iCELIA consistently

Fig. 19. The shift-and-add logic.

Fig. 20. Signed arithmetic and ReLU activation.

Fig. 21. The pooling logic.

Fig. 22. The integrate-and-fire ADC.
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outperforms PipeLayer in all workloads evaluated, achiev-
ing an overall speedup of 3:3� than PipeLayer. Performance
is improved primarily due to two reasons. First, our pro-
posed crossbar array allocation scheme (Section 7.2) more
efficiently utilizes the available crossbar arrays, especially
in CONV layers with relatively small weight matrices (e.g.,
in CIFAR-10). This is shown as the second bar in Fig. 23,
which varies across benchmarks with an average speedup
of 1:65�. Second, PipeLayer needs four 4-bit RRAM cells to
represent a 16-bit synaptic weight, whereas iCELIA only
needs two STT-MRAM cells to represent a weight (Section 6)
due to the proposed quantization schemes. As a conse-
quence, the effective computation capacity is doubled in
iCELIA, resulting in a consistent speedup of 2 (the third bar
in Fig. 23).

Furthermore, we quantitatively analyze the effectiveness
of the two proposed crossbar array allocation schemes.
Fig. 24 lists the sensitivity of the speedup (due to crossbar
array allocation with partial input reuse) of iCELIA over
PipeLayer on different crossbar array sizes, with a fixed
total amount of crossbar arrays. As can be seen, the speedup
increases with a larger crossbar array size. This is because a
larger crossbar array generally provides better input reuse
(more overlapping) for crossbar array allocation. The
default crossbar array size is 256� 256 in both PipeLayer
and iCELIA. To compare the two input reusing schemes,
Fig. 25 gives the speedup of the optimal input reuse scheme
over the partial input reuse scheme. As can be seen, higher
speedups can be achieved with larger crossbar arrays (e.g.,
256� 256 or bigger) or smaller weight matrices (e.g., in
LeNet and CIFAR-10). This is in accordance with the
speedup trends discovered in Fig. 24. Overall, crossbar
array allocation with partial input reuse already works
pretty well, but the optimal scheme indeed results in an
additional 7 percent performance improvement, especially
when using large crossbar arrays.

[Energy Consumption]. Fig. 26 compares the energy
consumption of PipeLayer and iCELIA, showing a break-
down by different components. Overall, iCELIA’s energy

consumption is only 16 percent of that of PipeLayer, achiev-
ing an energy efficiency improvement of 6:25�. As can be
seen, the major reductions are in DACs, crossbar arrays,
ADCs, and buffers. The energy reduction in DACs is due to:
(1). our DACs having only two voltages (much reduced
power); (2). the proposed bit flipping scheme; and (3). the
improved performance (reduced running time). The energy
reduction in crossbar arrays is due to the fact that STT-
MRAM cells have much lower resistances than RRAM cells.
The energy reduction in ADCs is because: (1). iCELIA needs
only one half of ADCs than PipeLayer (since iCELIA com-
poses two cells in analog domain); and (2). the performance
is improved. The energy reduction in buffers is because
PipeLayer stores 16 bits for each input neuron whereas iCE-
LIA only uses 5 bits.

8 RELATED WORK

Most of the related works have already been discussed
throughout the previous sections. Sections 2.2 and 3 out-
lined recent NVM (particularly RRAM)-based deep learn-
ing accelerators, including SPINDLE [13], PRIME [9],
ISAAC [10], and PipeLayer [11]; Section 7.5 provided quan-
titative comparisons between our work and the most recent
design PipeLayer. Section 5.1 and Section 5.3 compared our
proposed quantization schemes with existing uniform
quantization (static [3], [16] and dynamic [9], [14]) and non-
uniform quantization (LogNet [28] and Deep Compres-
sion [35]); Section 5.4 demonstrated the effectiveness of our
quantization in model accuracy against some of these exist-
ing schemes. Section 6 qualitatively compared our analog
cell composing scheme with the digital cell composing
scheme in PRIME [9].

Apart from these, Chung et al. [47] proposed a domain
wall memory-based CNN computation system that can pro-
vide increased bit width for stored synaptic weights; Fan

TABLE 1
Numbers of Layers in the Evaluated CNN Models

CNNModel CONV Pooling FC Total

LeNet 2 2 2 6
CIFAR-10 3 3 1 7
AlexNet 5 3 3 11
CaffeNet 5 3 3 11
VGG16 13 5 3 21
VGG19 16 5 3 24

Fig. 23. Performance (speedup) comparison.

Fig. 24. Sensitivity of speedup (due to crossbar array allocation with par-
tial input reuse) on crossbar array sizes.

Fig. 25. Speedup of optimal input reuse over partial input reuse on cross-
bar array sizes.
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et al. [48] investigated using dual-mode SOT-MRAM to
implement a reconfigurable in-memory logic for binary
NNs. These works merely focused on circuit-level designs,
while our work iCELIA is a full-stack framework spanning
multiple design levels. More importantly, iCELIA enables
the first STT-MRAM-based deep learning accelerator.

AC-DIMM [49] integrates a set of programmable micro-
controllers in TCAM to conduct in-memory associative
search. The largest benefit of iCELIA over AC-DIMM is that
we specifically target deep learning applications. Our work
performs in-situ analog computing in STT-MRAM crossbar
arrays, achieving massive parallelism for matrix multiplica-
tions, whereas AC-DIMM only uses STT-MRAM for data
storage and uses digital components for in-memory compu-
tation. Moreover, iCELIA provides a full-stack solution
across device, architecture, circuit, and system levels.

Compute Caches [50] enable in-place computation in
SRAM caches. STT-MRAM was initially used to replace low-
level caches when it was first implemented. However, we
focus on replacing DRAM and conducting in-main memory
acceleration because of two reasons: (1) there is a recent trend
of using STT-MRAM in main memory [38]; and (2) due to the
“memory wall,” performing computation in main memory
results in higher benefits than in-SRAMcomputing.

9 CONCLUSIONS

This paper proposes: (1). a device-level solution for STT-
MRAM to generate intermediate resistances in each cell; (2).
two non-uniform data quantization schemes to minimize
the model accuracy loss due to reduced data precision; (3).
circuit-level enhancements to bridge the gap between
device and architecture solutions; and (4). a comprehensive
deep learning accelerator with detailed component designs.
The proposed framework is the first full-fledged deep learn-
ing accelerator using STT-MRAM crossbar arrays, exhibit-
ing a full-stack solution that applies the STT-MRAM
technology as both a promising synaptic element and a
magnetic neuromorphic computer.
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